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CERN – HP Procurve openlab project
The CINBAD (CERN Investigation of Network Behaviour and Anomaly Detection) project was launched in 2007 in
collaboration with ProCurve Networking by HP. The project mission is to understand the behaviour of large computer networks
in the context of high performance computing and large campus installations such as at CERN, whose network today counts
roughly 70,000 Gigabit user ports. The goals of the project are to be able to detect traffic anomalies in such systems, perform
trend analysis, automatically take counter measures and provide post-mortem analysis facilities.

http://cern.ch/openlab-cinbad

With the modern high-speed networks it is impossible to
monitor all the packets traversing the links. sFlow is the industry
standard for monitoring high-speed switched networks
overcomes this issue by providing randomly sampled packets
(first 128 bytes) from the network traffic.
sFlow is scalable and can monitor links of all speeds without
impacting the performance of the network devices. It is a low
cost solution that is supported by a wide range of vendors.

At CERN we collect the sFlow data from more than 1000
switches and routers. Per month we gather more than 3TB of
data.
Initial bytes of data obtained by sFlow provide a centralised
network-wide view of the network activity. To give an illustration,
one could compare it to network-wide tcpdump that collects
randomly sampled packet headers from the whole network
providing additional metadata at the same time.

The CINBAD team has successfully ported SNORT and
adapted various rules in order to work with sampled data. It
seems to perform well, and provides a low false positive rate.
However, the system is blind and can yield false negatives in
case of unknown anomalies.
Fully automatic detection of
novel worms and unsupervised
signature generation is the
unattainable Holy Grail. By
combining the statistical analysis
of the data from the protocol
headers and by analysing the
payload we attempt to minimise
the necessary supervision.
The behaviour of each host is described by its profile. A set of
all host profiles is considered as a network profile. This is the
most natural way to represent the network, since each host
partially influences the network behaviour and we can directly
point out dominant hosts in case of an anomaly.
Each profile consists of features originating from packet
headers (e.g. number of distinct TCP ports contacted in ∆t, ratio
of egress/ingress traffic of a given type) or packet payload (e.g.
entropy of the payload, n-gram distribution, hashes of the
partitioned payload). For each profile we set up a baseline using
historical data and then compare those baselines against latest
ones. Different distance metrics are employed, most notably
divergence, standarized Euclidean distance and Mahalanobis
distance.

The Conficker worm infection identified by the CINBAD team and visible as a double drop in one of the metrics used
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Apart from providing a useful debugging information for the
network engineers, collected packets are crucial for the analysis
conducted by the CINBAD team.

We have been investigating various data analysis approaches
that could be categorised mainly into the two domains: statistical
and signature based analysis. The former depends on detecting
deviations from normal network behaviour while the latter uses
existing problem signatures and matches them against the
current state of the network. The signature based approach has
numerous practical applications with SNORT being a prominent
example.

CINBAD team had also developed (with the help of student
Vlad Petre) several visualisation tools for CERN network
engineers to help them with daily work. Network-wide visibility
proves to be extremely important for maintenance and problem
solving.
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